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Linux servers: A primer




Introducing Linux servers: A primer

Networking—Linux's playground. With most other widely available commercial operating systems, networking is an issue best left to high-end hardware, administrators with more certifications than diplomas, and (oftentimes) third-party applications. With Linux, it's quite the opposite. Linux networking is simple, stable, secure, and sane!

But how does this difference translate to such simplicity (especially when you're so accustomed to the Microsoft way of thinking)? It's actually rather rudimentary. A Linux server is a complete server. There is no need for anything more. Once it's installed, that's all you need and, as administrator, you have complete control over your environment. Imagine not being told by the makers of a software product that you have to do it their way. As with all of Linux, it's only limited to your imagination. (Of course, imagination is not required—just suggested.)

But let's get back to the servers. With a Linux server installation, you have a complete and total package: Web, FTP, print, Samba, remote access, DNS, mail, and even firewall protection. All of this under one hood!

Of course, learning a new way of thinking can be difficult. So...what I’m going to do is take it from square one and explain the Linux servers from a total newbie perspective. I will assume you know some of the basics of Linux—that you can open up a console, run a command, navigate the file structure, and manipulate files. I will also assume that you have a working Linux server (or complete) installation and are running Linux 6.2 or higher.

I hope this Linux server introduction will make the administration of your new server a snap! Read this manual not as if it were a grail but as if it were a starting point from which to leap into the swift waters of Linux servers.

And above all...enjoy!

Basic Linux networking

Although the tools are different, the fundamentals of networking remain the same. You're still sending and receiving packets, disabling and enabling ports, logging hits (and misses), forwarding requests, accepting remote logins, and so on. With Linux, however, you have to approach networking with a bit of caution. Sure, Linux can easily be configured to a rock-solid state of security. But out of the box it's just as wide open as any other OS—if not more so.

Think about it—a complete Linux server installation includes a telnet server, FTP server (including anonymous FTP), Web server, print server, and a host of other networking services (rlogin, finger, rtalk, rsh, talk, etc.). With these services installed but not configured properly, you open up your network to a world of attacks.

So is the rumor that Linux is a more secure OS just that? Not really. Truth be told, it can be either the least or most secure OS you can use, depending on how much effort you are willing to give.

One of the aspects of Linux networking that many people frown upon is the command line. Most IT professionals have grown accustomed to point-and-click and balk at the prospect of having to type in the command:

/etc/rc.d/init.d/network restart

to restart the Linux network.

However, when given the chance to make major networking configuration changes without having to reboot their machine, they soon quit complaining about typing in a few commands.

Commands. Yes, you will want to learn a few commands. As we go through this manual, you will learn a few of these critical commands. Learn them. Love them.

Networking tools and configuring network devices

There are a number of networking tools that you will want to become familiar with. What we are going to do is start with the general and migrate to the specific.

netconf

The netconf tool is a very powerful module of the even more powerful linuxconf. The netconf application is invoked by the root user with the command:

netconf
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and offers a great deal of power and flexibility.

The netconf tool contains configurations for a great many networking needs. Figure A shows the opening netconf window. Here, you can see three networking tabs. (Client Tasks is the default tab.) Each tab has its own specific functionality. The first tab, Client Tasks, allows you to configure all of the information specific to your system. Here, you configure your Ethernet devices (up to four devices), primary name, domain names, DNS, gateway, NIS, and IPX networking information. The second tab, Server Tasks, is dedicated to server configurations but is somewhat deceiving. You might think that this tab would be dedicated to all of the server needs. Not so. The only configurations you will perform from this tab are for Network File System (NFS) configuration and IP aliases for virtual hosts. Seems rather limited for a server installation, doesn't it? Don't fret—we'll cover the other configuration tools. The final tab, Misc, is dedicated to configuring information about other hosts (this writes to the /etc/hosts file—more on this later), information about other networks (same as other hosts, but here you are defining entire networks), and linuxconf network access (which dictates what hosts/networks can use the linuxconf Web interface).

The netconf tool's use is amazingly simple. As in the Windows world, netconf offers the administrator complete point-and-click capabilities.

Let's demonstrate this by configuring your new server’s host name, domain, DNS servers, and gateway. This is basic networking information and is quick and simple to configure.
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First, fire up netconf and, in the Client Tasks tab, click on Basic Host Information. With this new window open, you will see slots for primary name + domain, IP address, Netmask, Net Device, Kernel Module, I/O port, and Irq. Some of this information can be a bit misleading. As you read the list, you might be led to think that the Net Device would be the Linux equivalent of a Windows device driver. Wrong! Because Linux will allow you to run with more than one network card, you must define which card belongs to which configuration. This is where the Net Device configuration comes into play. As you can see, within this tab, you can configure up to four adapters. Because of this, you will have to define which Net Device belongs to which configuration.

Before we go on, we first have to mention how Linux deals with device names. If you have any programming background, you will not have any problem understanding this concept. Counting begins with the number 0, not the number 1. Because of this, you will see that Adapter 1 will (typically) use Ethernet device eth0. So long as you remember that 0 is first and 1 is second, you will be just fine.

One thing to note is that with many server installations, you will not have a graphical user interface. This does not mean you will be without the power of netconf. Instead, you will have the ncurses version of the same tool.

Now, let's get back to our configuration. The first information we will enter will be our primaryname + domain. For our example, we will use the primaryname haversham and the domain monkey.com. For our first section (under primaryname + domain), we will enter:

haversham.monkey.com

Our next bit of information is the Alias. The Alias is a name used for the computer to help cut down on typing. Here, you will enter (in keeping with our example) haversham. Now instead of typing, for example:

ping haversham.monkey.net

you can just type:

ping haversham

We now make our networking information a bit more complete by entering the computer's IP address. This information will, obviously, differ depending on your situation.

It's probably wise to mention here that, obviously, you can configure more than one networking device. You can configure one device to handle all external (to the outside world) networking traffic and one to handle all internal (your LAN) networking traffic. It is standard to configure Net Device eth0 for external traffic and eth1 for internal traffic. This is not requisite, only suggested.

Our next section is the Netmask (or subnetmask). From a drop-down list, you can choose any of the necessary subnetmasks for your particular network information.

With the Netmask out of the way, it is time to get to the Net Device and the Kernel Module. These two are key to getting your network up and running. As I said earlier, you will want to configure eth0 for your first adapter. With the adapter chosen, you then move on to configuring the driver necessary for your device. This is a topic much debated and condemned within Linux territory. As with much PC hardware, Linux device support lags a bit. Fortunately, network hardware support does not lag as far behind as, say, video hardware support. Taking a look at the drop-down list of kernel modules (think device drivers) available for networking devices, you quickly see a list of all the major hardware. A sample of the major drivers includes:

· Most 3com devices

· Apricot

· FMV

· HP

· IBM

· Tulip

· Realtek

· SMC

· sunlance

· TLAN

This list is only a portion of the drivers available but represents the scope of the type of drivers listed.

	Linux Hardware Database

If you are not sure which driver to use, here is a simple trick. Shut down the machine (as root, run shutdown -h now), pull the Ethernet card out, reboot the machine, let it run through its full boot process, shut the machine down once more, reinstall the card, reboot the machine, and when Red Hat's kudzu utility detects the new device, it will, more than likely, configure the proper kernel module. If not, a great place to look is the Linux Hardware Database. Here, you can find an exhaustive listing of hardware supported by Linux.


Once you have your kernel module finished, you are ready to move on to DNS and gateway configuration.

DNS

Back at the Client Tasks tab, you will see, below Basic Host Information, the Name Server Specification (DNS) button. Click this button and you will see a number of areas where you can enter data. What you want to focus on is IP Of Name Server 1, IP Of Name Server 2 (opt), and Search Domain 1.

These entries should be obvious to you. In the first IP Of Name Server text area, you will enter your primary DNS number; in the second IP Of Name Server text area, you will enter your secondary DNS number; and in the Search Domain 1 text area, you will enter the domain name of your service provider.

With this information entered, you can move on to the default gateway. Click Accept (within the Resolver configuration window) and then click the Routing And Gateways button. Here, there are a number of configurations offered, but we are only going to enter one (for now). Click the Defaults button, and in the Default Gateway text area, enter the gateway of your service provider. With that information entered, click Accept (in the Defaults window) and then click Quit in the Routes To Other Networks window.
You are now ready to save all of this information and restart your network. Click Quit in the main netconf window and then click Activate Changes in the new window that pops up. Once the changes have been made active, you can run the command:

/etc/rc.d/init.d/network restart

which will shut down networking and bring it back up. No need to restart the machine! Simple, eh?

Now, let’s move on to some more specific tools.

ifconfig

The ifconfig tool is a text-based tool that does a number of things. Run the command without arguments and it will return your network interface information. For example, I run /sbin/ifconfig and see:

eth1  Link encap:Ethernet  HWaddr 00:A0:D2:17:3C:18
          inet addr:172.22.1.2  Bcast:172.22.255.255  Mask:255.255.0.0
          UP BROADCAST RUNNING MULTICAST  MTU:1500  Metric:1
          RX packets:0 errors:0 dropped:0 overruns:0 frame:0
          TX packets:0 errors:0 dropped:0 overruns:0 carrier:0
          collisions:0 txqueuelen:100
          Interrupt:9 Base address:0x8800

lo       Link encap:Local Loopback
          inet addr:127.0.0.1  Mask:255.0.0.0
          UP LOOPBACK RUNNING  MTU:3924  Metric:1
          RX packets:16 errors:0 dropped:0 overruns:0 frame:0
          TX packets:16 errors:0 dropped:0 overruns:0 carrier:0
          collisions:0 txqueuelen:0

which shows me all the information on my second Ethernet interface (running my internal network) and the loopback interface.

Run ifconfig with options and it's a whole new ball game! The ifconfig tool can actually configure these devices for you, as well as bring them up and take them down. Now, this method is not nearly as simple as using the netconf tool, but in a pinch it just might save your soul.

Let's take a look at the use of the ifconfig tool. The basic use, as stated above, is to discover your networking information. This is done by running the ifconfig command without arguments, like this:

/sbin/ifconfig

Of course, we want to look beyond the basics. Let's take a look at bringing up and down an interface with ifconfig. For our example, we will be bringing down the internal interface, which is configured to use the eth1 device. To take this device down, we issue the command (as root):

/sbin/ifconfig eth1 down

You will not see any information returned, only a prompt. Test your connection. Run a ping to a known internal IP address. It should not work. To bring this device back up, we issue the command:

/sbin/ifconfig eth1 up

Run the ping command again and you should see that it will work once again.

Of course, ifconfig is much more versatile than that! We can also assign addresses to devices. To assign an IP address to this device (again we'll stick with our internal device), we run the ifconfig with the address argument, like so:

/sbin/ifconfig eth1 172.22.1.1

To set the broadcast address, run the command like so:

/sbin/ifconfig eth1 broadcast 172.22.555.555

In order to set the netmask, run the command:

/sbin/ifconfig eth1 netmask 255.255.0.0

Pretty simple stuff, eh? Of course, there are many more configuration options that you can pass with the ifconfig command. To get a full listing of these options, run man ifconfig and you'll see the full bag o' tricks.

netstat

Of all the networking tools, netstat will be the one you rely on (for debugging purposes) more heavily than most. The netstat tool prints network connections, routing tables, interface statistics, masquerade connections, and multicast memberships. Of course, in order for netstat to do all of this, you have to pass the correct arguments along. Note that many of these tables can only be displayed when netstat is run as root. For example, let's print the kernel routing tables. To do so, run netstat with the route argument, like so:

netstat -route

and you'll see something like:

[root@willow jlwallen]# netstat –route

Kernel IP routing table

Destination  Gateway      Genmask      Flags  Metric  Ref  Use       Iface
172.22.0.0   *            255.255.0.0  U      0       0    0         eth1
127.0.0.0    *            255.0.0.0    U      0       0    0         lo
default      172.22.1.1   0.0.0.0      UG     0       0    0         eth0

Now, let's display the multicast group membership information. We do this by sending the group argument alone with netstat, like so:

netsat –group
and we then see:
[root@willow jlwallen]# netstat –group

Kernel IP routing table

Destination  
Gateway     Genmask      Flags  MSS  Window  irtt  Iface
172.22.0.0   
*           255.255.0.0  U      0    0       0     eth1
127.0.0.0    
*           255.0.0.0    U      0    0       0     lo
default
172.22.1.1  0.0.0.0      UG     0    0       0     eth0

A very handy argument to pass along with netstat is the statistics argument. When we run the command:

netstat -s

we see a summary of statistics for each networking protocol, like this:

Ip:
    798 total packets received
    0 forwarded
    0 incoming packets discarded
    48 incoming packets delivered
    830 requests sent out
Icmp:
    63 ICMP messages received
    7 input ICMP message failed.
    ICMP input histogram:
        destination unreachable: 34
        echo replies: 29
    34 ICMP messages sent
    0 ICMP messages failed
    ICMP output histogram:
        destination unreachable: 34
Tcp:
    7 active connections openings
    0 passive connection openings
    0 failed connection attempts
    0 connection resets received
    4 connections established
    719 segments received
    719 segments send out
    0 segments retransmitted
    0 bad segments received.
    3 resets sent
Udp:
    14 packets received
    2 packets to unknown port received.
    0 packet receive errors
    40 packets sent
TcpExt:


Networking files

Like any good networking operating system, Linux offers the administrator the ability to configure networking by editing specific files. To get along with networking, you need to have a few of these files in your back pocket at all times.

Most of these files live in the /etc directory. This particular directory deals primarily with the configuration of your machine, with a focus on networking. A few of the files you are going to want to get to know are: hosts, hosts.deny, hosts.allow, and hosts.lpd.

The first file, /etc/hosts, acts as a simple hostname resolution. With this, you can translate hostnames (and aliases) into dotted quad IP addresses without the use of an outside DNS server. See Table A for a sample /etc/hosts file.

Table A

	172.22.1.1
	mainserver.test.net
	main

	172.22.1.2
	ftpserver.test.net
	ftp

	172.22.1.3
	webserver.test.net
	web

	172.22.1.4
	mailserver.test.net
	mail

	172.22.1.5
	ceo.test.net
	ceo

	172.22.1.6
	support.test.net
	support

	172.22.1.7
	printserver.test.net
	print


Sample /etc/hosts file

This file translates the dotted quad address into a fully qualified domain name (FQDN) and then into an alias. This makes life so much simpler. How, you ask? Simple. Instead of having to type the following into a browser (or command line or whatever):

ftp 172.22.1.2 (command line)

you can simply type:

ftp ftp

and your browser (or whatever) will send you to the correct address. Not only does this help save your fingers but also helps to preserve your memory.

When packets enter a machine requesting networking services, they are compared against the /etc/hosts.allow file. If there is a match, they are allowed through. If there is no match, then they are compared to the hosts.deny file. If there is a match within hosts.deny, they are rejected. Note that this is not, in any way or form, a substitute for solid security. The hosts.allow/deny system will only keep out the uninformed. Hackers will feast on a system relying on this setup alone.

The first file to be compared, /etc/hosts.allow, is a listing of clients that are allowed access to specified services. The allow file looks like this:

#
# hosts.allow   This file describes the names of the hosts which are
#               allowed to use the local INET services, as decided
#               by the '/usr/sbin/tcpd' server.
#
ALL:localhost

The format of the hosts.allow is:

service : hosts

What does this mean? Simple. With the hosts.allow file, you are listing, first, the services available, followed by the clients allowed to access these services. Let's set up an example. Say you administer a small network that follows our above private IP scheme. For our example, we are going to have one machine, ftp, that will offer up only FTP services to the private internal network (but not to the outside world). For this, we will enter the following into our /etc/hosts.allow file:

in.ftpd : 172.22.1.0/24

This file will allow only the local network (all IPs ranging from 172.22.1.0 to 172.22.3.255) to access FTP services on the FTP server (IP address 172.22.1.2). We can make it a bit more flexible, of course. Let's say you want to offer up ftp to all local clients except ceo (IP address 172.22.1.5). For this, you will use the EXCEPT argument within the hosts.allow file. This new entry will look something like:

in.ftpd : .test.net  EXCEPT ceo.test.net

With this example, you see that we've migrated from using the actual IP addresses to using the domain name for definition. By using .test.net, we are able to specify all machines on the .test.net network (and in this example we are excluding ceo.test.net).

Now that we've allowed certain services and certain clients, we can concentrate on denying services and clients.

The next file, /etc/hosts.deny, acts as a simple database of addresses/aliases that are denied access to your services. There are very polar schools of thought about the hosts.deny file. Some feel it is critical to only allow that which you explicitly declare in hosts.allow and deny all else in hosts.deny. This is certainly the most intelligent method to tighten your network's belt. Obviously, you are going to want to deny your services to as many threats as possible. Although the hosts.deny file is not at all a means of network security, it is a great place to start.

A sample hosts.deny file looks something like this:

#
# hosts.deny    This file describes the names of the hosts which are
#               *not* allowed to use the local INET services, as decided
#               by the '/usr/sbin/tcpd' server.
#
# The portmap line is redundant, but it is left to remind you that
# the new secure portmap uses hosts.deny and hosts.allow.  In
particular
# you should know that NFS uses portmap!
daemon_list : client_list [ : shell_command ]

Again, we have the same setup we did with hosts.allow. For instance, if you wanted to deny all telnet services (to all clients), you would put the entry:

in.telnetd : ALL

which would deny telnet to all clients.

The hosts.lpd file lists hosts that are granted access to the local printer connected to the server. This file takes the form of a listing of either hostnames or IP addresses. For our example network, we would want to have the following in our hosts.lpd file:

172.22.1.0/24

which would grant printing access to all the machines on our internal network.

	hosts.equiv vs. hosts.lpd

This file can be replaced with the /etc/hosts.equiv file. You would be wise to use the hosts.lpd instead, because the hosts.equiv can give access to the "r" commands (rlogin, rsh, etc.), which are insecure and, therefore, not an option for a secure network environment.


The next file, smb.conf, will be dealt with later in our Samba discussion.

Web serving

	Warning!

This section is not meant to give you a deep and complete understanding of Apache—to do that would require a book in and of itself.


Apache

At some point in your Linux career, you are going to want to set up a Web server. And why not? It's one of the simplest Web servers to deploy and configure! Linux typically runs (as will your Linux server) the Apache Web browser. Apache has been around for quite some time and has taken the server industry by storm. Apache has been ported to many platforms (including Windows) and has become one of the most robust and recognized Web servers available.

We are going to break Web serving into two parts: secure and insecure. The differences are fairly obvious. With a secure Web server, you can conduct transactions and encrypt information sent across the Net. An insecure Web server cannot perform such transactions and encryptions. You need to decide what it is you ultimately wish to do with your Web server. If you know right away that you will want to conduct secure transactions via the Web, you will want to immediately set up the OpenSSL server. Since most people will, more than likely, want to familiarize themselves with the basics, we'll start there.

Basic Web serving

Basic Web serving is simple. With your Linux server, there is nothing to install, no scripts to write or edit, and very little time involved. Once you have the machine networked, you only need to put your files in the proper directory and you are good to go.

Directory? What directory? Okay, relax...we're getting to that. With the latest Linux OSs, you will be dealing with the following directory:

/var/www/html/

Let me illustrate. If you open your browser and point it to http://localhost (or, sticking with our example, http://web.test.net), you should see the famous Apache welcome screen, as shown in Figure B.

You can see that the Web browser is pointing to the Web server on our test network (located at IP address 172.22.1.3). It just so happens that our unconfigured Web browser is showing the famous Apache welcome page. This file is actually /var/www/html/index.html. This should be a very simple clue. When dealing with static Web pages, the simplest method is to locate your files within this base directory.

Just remember that our index example is key. Let's say that you wish your company's intranet Web server to always serve up a specific splash page when any internal browser points to web.pogo.com. To accomplish this, you can simply create a new index.html page or you can have your users point to the specific splash page. The decision is yours.

Figure B
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The famous Apache welcome screen gives you a number of helpful messages.

To configure your Web server, you will want to take a look at the configuration file located in /etc/httpd/conf. This file, httpd.conf, gives you complete control over your Apache Web server. Within this file, there are certain sections you will want to pay close attention to. Of note, you will want to configure the following sections:

· ServerType: There are two types of servers: inetd or standalone. The inetd type is only supported in the UNIX environment. The default is standalone. Because of this default, you will be able to use much of the configuration options under the Main section.

· Timeout: This is the number of seconds before your server will time out after a request is made. The default is set at 300.

· StartServers: This tells your system how many server processes to start at boot. If you know your server is going to be hammered throughout the day, you will want to make this higher. The default is 8.

· MaxClients: This tells your system how many clients it will allow to connect at one time. This configuration will depend completely on the size of your Web servers’ needs. If you are serving up something akin to Slashdot, you will want to make this number higher. The default is 150.

· Listen: This tells your system which port to listen to for Web requests. There are some schools of thought that say that no port under 1024 should be allowed open. To this end, some administrators insist that only unprivileged ports be used. The default is 80.

Beyond these sections are two module listings. You will not want to deal with these unless you are an expert Apache administrator. By simply changing the order in which the modules are loaded, you can completely disrupt the functionality of your server.

The above sections are all located under the Global heading. They affect all servers. Below the Global section there is a Main section (which is the main server) and a VirtualHost section (for use when multiple domains are to be housed on a single server).

Within the Main section, you can configure the following specifics:

· Port: This dictates which port the standalone server listens to. The default is 80.

· ServerAdmin: This dictates not only which address errors will be sent to but also which address will appear on some server-generated pages. The default is root@localhost.localdomain.

· ServerName: This is the name of your server that is sent back to clients. Take note: This name cannot simply be pulled out of thin air. It must be a valid DNS name. The default is localhost and is commented out.

· DocumentRoot: This dictates the directory where your Apache server will direct its calls. The default is /var/www/html. Of course, this can be changed or symbolically linked to another directory.

Beyond basic Web serving, you can also set up your Apache server to offer up secure Web pages to clients.

Secure Web servers

Your Linux server has been shipped with the ability to serve up secure Web pages. This is done with the OpenSSL application that works in conjunction with the Apache Web server. There are two things you must do in order to get your secure Web servers up and running: Generate a secure key and generate a certificate.

Generating a key

Before you create a certificate (or even send off for one), you have to generate an encryption key. This process is very simple. As root, cd to the /etc/http/conf directory and remove the test key and certificate (generated at installation) by using the commands:

rm ssl.key/server.key
rm ssl.crt/server.crt

With these files removed, you can now generate your key. In the same directory, run the command:

make genkey

which will eventually ask you to enter a passphrase. You'll use this passphrase every time you restart your secure server, so it's critical that you remember what you've typed (and type carefully).

Generating a certificate request

If you've decided to get your certificate from a CA, you'll want to generate a certificate request. To do so, run the following command (as root and in the same directory you've been working in):

make certreq

You'll be asked to supply the passphrase you created along with your key. Once you enter your passphrase, you'll be required to enter some specific information, including:

· Country name

· State or province

· City

· Organization

· Organization unit

· Common name (either your full name or your server's name)

· E-mail address

· Password

· Company name (optional)

Be sure you provide correct information. Some of the above information is critical. For example, for the common name, you'll want to enter the valid DNS name of your server (no aliases).

Once you've generated the request, you must send it to the CA of your choice. You'll eventually receive your key, which you should name server.crt and place in /etc/httpd/conf/ssl.crt/.

Generating a self-signed certificate

A much quicker and cheaper way of getting a certificate is to generate it yourself. To do this, follow the steps outlined in the Generating a key section above. Once you've generated your key, you must run (as root and in the /etc/httpd/conf directory):

make testcert

You'll be asked to enter the passphrase you created when you generated your key. Once you enter the proper passphrase, you'll be asked to enter the same information listed in the previous section (Generating a certificate request).

This new certificate will be automatically generated and placed in /etc/httpd/conf/ssl.crt for you.

Restarting Apache

Now that you've either received your certificate or generated your own, you should restart the Apache Web server in order for it to take effect. To do so, run (as root) the command:

/etc/rc.d/init.d/httpd restart

You'll be prompted for your passphrase once again.

Testing your secure server

Now that you have your certificate in place, point your browser to https://servername (in our example, https://webserver.test.net, or just https://web) and you'll be asked to accept or decline your new certificate. In the case of a VeriSign certificate, you won't receive this message since VeriSign certificates are typically accepted automatically.

FTP servers

The Linux operating system server installation comes with a very powerful FTP server. The wu-ftpd server allows you to host both user and anonymous FTP services and is extremely simple to set up. So simple to set up, in fact, that out of the box, your Linux server will offer up both user and anonymous FTP serving without any further configuration.

To test this, you can run the command (in accordance with our example):

ftp ftp.test.net

and you will be greeted with:

Connected to ftp.test.net.

220 ftp.test FTP server (Version wu-2.6.1(1) Wed Aug 9 05:54:50 EDT
2000) ready.

Name (ftp.test:anonymous):

At this point, you can either enter a username and password or type anonymous and an e-mail address (associated with the anonymous user).

Another test would be to open up either your Web browser or the GNOME FTP client (gftp) and open a connection to localhost. Depending on what type of connection you make, you will be transported to a specific directory. Should you log in as a user, you will find yourself in that particular user’s home directory. Let's say, for example, your username is haversham. With this user, you log in with both the username and that user's password, and the remote directory you will be connected to will be /home/haversham. If you log in anonymously, you will find yourself in a different location. Instead of a specific user directory, you will be working within /var/ftp/. Within the /var/ftp directory, you will see the following subdirectories: bin, etc, lib, pub. For anonymous FTP, you will want to deal strictly with the pub (public) directory. It is the pub directory that will house all of your subdirectories and files.

One of the lesser-used FTP configurations is that of the banner file. This file acts as a greeting/warning for anyone who enters the FTP server. A quick and painless way to configure this banner file is to first create a file. For our FTP server (located on ftp.pogo.com), we are going to locate the file ftp.banner in the /etc directory. Although this file is completely user-defined, a sample might look like this:

*****************************************************
*************   welcome to ftp.test.net   ***********
*************   use this service wisely   ***********
*************     report problems to      ***********
*************    webmaster@test.com       ***********
*****************************************************

Obviously, you want to use caution with this welcome message. Do not tempt fate here. Let's say, for instance, that you want to ward off hackers. Take, for instance, this banner:

*****************************************************
*************   welcome to ftp.test.net   ***********
*************       hackers beware!       ***********
*************   this server under strict   **********
*************        surveillance         ***********
*****************************************************

I hope that you can see that this would herald a volley of attacks no systems administrator would wish upon him or herself. With any sort of banner file, caution is certainly the better part of valor! Once you've created this file (with your favorite text editor), you can (as root) open up the netconf application, navigate to the Server Tasks tab, and then click on the Ftp Server (wu-ftp) button. Within the Ftp Server configuration window, click on the Basic Configuration button, click on the Misc tab, and then, in the Banner file text area, enter the complete path to the banner file (in our case, /etc/ftp.banner).

In this same configuration window, you can configure the administrator’s e-mail address (where error messages are sent), the shutdown message, the configuration options for the various types of users, and timeout options.

One last nod to FTP is the /etc/ftpusers file. This particular file dictates which users on a particular system cannot use the FTP services. It is crucial that these users be included in this file. Standard users denied FTP access are: root, bin, daemon, adm, lp, sync, shutdown, halt, mail, news, uucp, operator, games, and nobody.

With these users listed in this file, you are sure that critical users such as root will not have login access to the insecure FTP service.

Print server

Setting up a print server in Linux is a very simple task. The first step is to configure a local printer on the print server itself.

Thanks to Red Hat's printtool utility, setting up any type of printer is a painless task. From the command line (as root), run the command printtool and you will be greeted with an application that will help you to configure your local printer. Once you open the printtool, you will be greeted with a window similar to [image: image10.png][jluallereuillos jlucllen]$ xtern =T HILLOW
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Figure C.

This is the main screen for configuring the local printer with Linux. This configuration is fairly self-explanatory. Once you've configured your local printer (on your Linux print server), you'll have to configure your various clients. Configuring the clients will depend primarily on what type of operating system you are using. Should your client be Linux, you will only have to configure a remote printer (via printtool). Figure D shows the remote UNIX print configuration window.

Figure D



What you need to know about this configuration is that the Remote Host is the network address of the print server (in our example, it would be 172.22.1.7), and the Remote Queue is the actual directory used for the print queue. (Typically, this will be /var/spool/lpd/lp on a single printer system.) The next type of client to be configured would be the Windows client. Fortunately, the Samba suite of tools makes this simple (in conjunction with printtool). Take a look at Figure E to see the Samba printer configuration.

Figure E


To successfully configure a Samba-type printer, you'll have 
to have Samba properly configured.

In the Samba printer configuration, there are a number of important configurations to take care of. The first is Hostname Of Printer Server. Remember the /etc/hosts file? From that, you will remember that the hostname of our print server is printserver.test.net.

The next configuration is the Printer Name. On our example, we show that (within the printtool application) our printer is named lp1. Both the User and Password will be, more than likely, your networking username/password. The last configuration is the Workgroup. Once you have all of these configuration options, you are nearly ready for printing. However, there is one last step. Once you have completed the configuration, you must restart the Line Printer Daemon (lpd). You can do this from the printtool lpd drop-down menu.

One thing to note is that the /etc/hosts.lpd file must be in place in order for your remote clients to print to the printer server.

The Samba server

	Warning

Like the section on Apache, this is not to be taken as any sort of definitive guide for Samba. There are a great number of books dedicated to this very topic. What this section will do is give you a quick overview of getting your Samba server up and running. What this section will not do is concentrate on the client end of Samba.


The first step in configuring the Linux side of Samba is to create a new account (smbusers) and a new group (smb). The account smbusers won't be logged in to, so it's best to disable login. The easiest way to create these accounts is through the userconf utility (as root). Once you've created them, you'll need to change some permissions and ownerships for the accounts.

Make sure that you have a directory called /home/public. If you don't, create it. In case you're not sure how, type:

mkdir /home/public

and you'll be fine.

Now that you have the directory /home/public, let's make some changes to permissions and ownerships. The first change is to make sure that /home/public is owned by smbuser.

In addition, it should belong to the smb group, and the permissions should be set (as root) like so:

chown smbusers:smb /home/public

and then:

chmod 2777 /home/public

Now, any file that's created in /home/public is owned by the smb group.

The primary and most difficult configuration for Samba involves the smb.conf file, which is located in either the /etc or the /etc/samba directory in Linux. At first glance, this file is rather cumbersome, and it's often completely rewritten from the default configuration, so as to be more easily read.

This file is responsible for defining everything that occurs on the Linux side of Samba and, as it stands, is a task to piece together. I'm going to try to ease that burden a bit.

A more modest (and easier to explain) smb.conf (and the one that we're going to work with) looks like this:

      [global]
      printing = bsd
      load printers = yes
      log file = /var/log/Samba-log.%m
      lock directory = /var/lock/Samba
      workgroup = WORKGROUP_NAME
      encrypt passwords = yes
      security = share

      [public]
      comment = Public Stuff
      path = PATH_TO_THE_DIRECTORY_TO_SHARE
      public = yes
      writable = yes
      printable = no

      [printers]
      printcap name = /etc/printcap
      comment = PRINTER_COMMENT
      path = /var/spool/Samba
      browseable = no
      guest ok = yes
      writable = no
      printable = yes

      [lp]
      comment = PRINTER_COMMENT
      security = server
      path = /var/spool/Samba
      printer name = lp
      writable = yes
      guest okay = yes
      public = yes
      printable = yes
      print command = lpr -r -h -P %p %s
      create mode = 0700

A wee bit more manageable...but still a bit overwhelming. Now, let's examine this file one section at a time.

[global]

The [global] section of the smb.conf file handles all the basic (and primary) Samba configurations that will be shared by all the resources. Within this section, you'll see entries that cover printing, logs, workgroups, guest accounts, passwords, and a few low-level command entries.

The [global] section of smb.conf contains some key entries for the implementation of Samba. The first entry:

printing = bsd

tells our Samba server what type of printing we are dealing with—in this case, bsd.

The second entry allows the Samba server to load the printers that are outlined in the various printer sections (in our example, [printers] and [lp]).

The next most important entry in the [global] section is:

workgroup = WORKGROUP_NAME

This section should be very familiar to the avid Windows networking fan. Within your Windows networking environment, your network is set up as a workgroup. You enter the name of this workgroup here.

The entry:

encrypt passwords = yes

is key to allowing your Samba server to communicate with your Windows machines in a secure fashion. After the later releases of Windows 95, Microsoft started encrypting passwords, which caused a bit of a snafu in the Samba project. Samba uses unencrypted passwords by default. (Win 9x uses encrypted by default.) You can't browse servers when either the client or server is using encrypted passwords because a connection can't be made anonymously. You can solve this problem in one of two ways: Make Samba deal with encrypted passwords or make Win 9x deal with unencrypted passwords.

The latter approach is, by far, the easier. To make Samba use encrypted passwords, you have to create a matching password file, /etc/smbpsswd, and then make the initial connection with the appropriate authentication. To get the initial connection, enter the share name manually in the Windows File Manager or Explorer dialog box, in this form:

'\\<hostname>\<sharename>'

Log on to the server with a username and password that are valid on the server.

For our purposes, it's best to have both server and clients working with encrypted passwords. It will save a great deal of time and won't sacrifice the security of your network (as long as you have security on your network).

[public]

The [public] section allows the Samba server to specify which directory will be shared out to the public. You'll have to make a few choices: Do you open the entire server up to the public, do you limit the public on what it can see, and to what level do you limit the public? This "limitation" will depend on two things: how well you trust those who share the server and how secure you need to keep certain files and directories on your server.

For example, say that you want the "public" to be able to read the entire drive on your server. Your path = statement will look like this:

path = /

This approach is not advisable to anyone administering a network when multiple users are involved. The best strategy is to put all the files and directories into a single directory, say /usr/public, and allow that directory to be shared to the public:

path = /usr/public

For a bit of security, you can allow only members of a specific group to write to the directory by adding the following entry to the [public] section:

write list = @GROUP_ALLOWED

This little entry will ensure that only GROUP_ALLOWED will be able to write to the /usr/public directory.

[printers] and [lp]

The last two sections of the smb.conf file ([printers] and [lp]) define the printers to be shared via Samba. Printing with Samba can be rather tricky. The important thing to remember is that you send the files to be printed to a specified directory (in this case, /var/spool/Samba) and execute the print command (in this case, print command = lpr -r -h -P %p %s) on that file.

I'll examine a few important entries in the printer sections of smb.conf. The entry:

printcap name = /etc/printcap

dictates to the server where the system's printcap file resides. (The printcap file is the configuration file for the system's printer.)

The second important section is the path to the directory where the printer jobs will be spooled. As mentioned above, this entry is

path = /var/spool/Samba

It will ensure that all print jobs are spooled in the above directory. The final critical entry in the printer section is the print command entry:

print command = lpr -r -h -P %p %s

It will run the proper print command on the job that's sent to the /var/spool/Samba directory.

The remainder of the printer sections should be self-explanatory.

The final step on the Linux side (after saving the etc/smb.conf file) is to start the smb daemons. To invoke the necessary daemons (smb and nmb), run the following command as root:

/etc/rc.d/init.d/smb start

You should receive the following:

Starting SMB services: [ OK ]
Starting NMB services: [ OK ]

Once these services are in place, you can then begin the configuration of your clients. We're not going to dwell on the issues surrounding the client too much. Considering how much change is going into the newer incarnations of Windows, it would best suit you to take a look at any given Linux networking newsgroup, or even the latest how-to.

First, make sure that your computer's Ethernet device is working properly. Then, make sure that the name and workgroup name are configured properly. In the Network properties sheet (Control Panel | Network), select the Identification tab and enter both the computer name and the workgroup. (The workgroup is very important and will be reflected in the smb.conf file on Linux.)

Once you've properly named the machine, select the Access Control tab and make sure that share-level access control is enabled. Finally, back on the Configuration tab, go to the File And Print Sharing section and make sure that both options are selected.

Now that you've configured identity and access, move over to the properties of your Ethernet adapter and make sure that the IP address and Subnet Mask are correct for that machine. On the WINS Configuration tab, select the option Enable WINS Resolution and enter all the IP addresses of the machines on your network. Next, on the Gateway tab, enter the gateway address of the Linux server. Then, on the DNS Configuration tab, enter the Host Name (the name of that machine), the Domain Name (the domain of your network), and DNS Servers, if necessary.

Once you've entered all this information, click Apply and then click OK. At this point, let Windows reboot. You should be able to see the newly configured Samba server in Network Neighborhood. Double-click that icon and see if you can browse your Linux file server as if it were any old Windows machine.

NFS

NFS is actually a very convenient way to handle the sharing of files between two or more Linux (or UNIX) machines. Unfortunately, NFS has one big drawback: security (or a lack thereof). NFS comes to us from those days of yore when networks were small and no one had any intention of takin' you down. The main security issue is that if a user has logged on to one of the networked systems and supplied the correct username and password, this system becomes a trusted client. If you logged on to a client system as root, you could log on to the server as root. Because of this, the developers of NFS created a workaround known as root-squashing. Unfortunately, root-squashing leads to other issues (and those issues lead to even more issues), but more on that later.

I hope I've not scared you away from NFS. NFS really is a very handy means to implement a seamless networking environment.

So how do we do this? How do we begin to implement this fine networking system? The first thing you must ensure (and this is the biggest hassle of them all) is that all the user and group IDs match on both server and client. The simplest way to make sure of this (other than when creating these users in the first place) is to use the userconf tool. If needed, the group (or user) ID can be changed quite easily.

With the IDs matching, you are ready to move on to actually configuring NFS on your server. The first step is to make sure that all the clients have access to portmap via the /etc/hosts.allow and /etc/hosts.deny files. To do this, you will make the following modifications (again, we'll stick with our example network) to the following files:

In /etc/hosts.deny, add the following line:

portmap: ALL

In /etc/hosts.allow, add the following line:

portmap 172.22.1.*/255.255.0.0

Make note that the IP address range given is for our test network and the subnet mask (255.255.0.0) is used because our test network is a Class B network.

exports

The next step is to configure the /etc/exports file and run the exportfs command. The /etc/exports file will look like:

ip_address_that_wants_the_directory directory_ipaddress_wants

In other words (continuing with our example), let's say that our CEO (172.22.1.5) wants to be able to use the /bookkeeping directory (on the ftpserver). For this, you would have an entry like:

172.22.1.5 /bookkeeping (rw)

	Read/write

The (rw) is to allow both read and write permissions. You can enable a directory with only read permission by using the (ro) flag.


You can also use wildcard characters to export directories to your entire network. Let's say, for example, you want to have the /tmp directory on the ftpserver available to the entire network. For this, you would have an entry (in /etc/exports) like so:

172.22.1.* /tmp

on the ftpserver.

Once you have your exports file correct, you must then run the command (as root):

exportfs -rv

which updates the exported directory database.

Daemons

Now it's time to get the proper daemons running on your server. The daemons you need are:

· portmap: Accepts remote requests for information and guides these requests to the appropriate port.

· rpc.mountd: Enables the system to mount and unmount remote NFS directories.

· nfsd: Serves as the NFS daemon proper.

You want to make sure that all these daemons are running at start-up. To make sure you're running the needed utilities, you can run the start-up scripts with the status option. First, switch to the directory where network scripts are stored, /etc/rc.d/init.d. Next, type ./portmap status and press [Enter]. You should see a message stating that portmap is running. If not, type ./portmap startup and press [Enter]. Now, type ./nfs status and press [Enter]. You should see a message informing you that rpc.mountd and nfsd are running. If not, type ./nfs start and press [Enter].

Now what we want to do is run a test. We'll use the CEO's machine and attempt to connect to the ftpserver and mount the bookkeeping directory. On that client, you will want to create a directory to mount the NFS file system. On ceo, we are going to create the directory /bookkeeping with the command mkdir /bookkeeping. Once this directory is created, run the command:

mount -t nfs ftpserver:/bookkeeping /bookkeeping

If you are returned only with a command prompt—SUCCESS! Do an ls of the /bookkeeping directory (on ceo) and you should see a listing of the files housed within that remote directory (located on ftpserver).

Fstab

Once you have success, you will want to make it so this directory is mounted with each boot. To do this, open up your /etc/fstab file (on ceo) and enter (for our example) the following:

ftpserver:/bookkeeping /bookkeeping nfs  rsize=8192,wsize=8192,user

Now when ceo reboots (so long as the ftpserver is up and taking connections), it will mount the bookkeeping directory (on ftpserver) to the bookkeeping directory (on ceo). Pretty useful!

Security

	Warning

The topic of security is vast and critical. Do not base your entire knowledge of network security on this introductory primer. Use other sources! Get to know the tools of Linux network security (and security in general) as if your job depended upon it and you will be ahead of most.


Your Linux server can offer up a wealth of security, without having to disrupt your personal life, and without undue loss of hair or data. Within your Linux server lies the power of ipchains. The ipchains utility is a simple (yet amazingly powerful) tool that will allow you to filter, deny, allow, masquerade, forward, and otherwise somersault over and under network packets. (It really is that powerful!)

	ipchains to iptables

In the newer Linux kernels, ipchains has been replaced with iptables. Fortunately, ipchains is still valid. If you are interested in migrating to iptables, take a look at Vincent Danen’s “Migrating from ipchains to iptables” Daily Drill Down.


But what is an ipchain? An ipchain is a rule (or set of rules) that defines what can come in (input chain), what can go out (output chain), what can be forwarded (forward chain), and what can be masqueraded (masquerade chain). An ipchain can be as simple as a single command (run as root, of course) or a set of rules run as a script. The basic ipchain rule looks like:

ipchains -[arguments] chain rule-specification [options]

Now, you're probably saying “huh?” It's not that difficult. Let's begin with a very simple input chain rule. We'll create this rule, run it as root, test it, and put it in a script. The rule will be (again, sticking with our example) to block all incoming TCP packets that arrive at our ftpserver. The rule is:

ipchains -v -A input -s 0/0  -d 172.22.1.2 -p tcp -j DENY

Say what? Let's break this command down.

· ipchains: This is the ipchains command.

· -v: This tells ipchains that we want verbose output.

· -A: This tells ipchains that we are appending a new rule to the chain.

· input: This tells ipchains that the rule will apply to incoming packets.

· -s: This tells ipchains that the next piece of information (usually an address) is a source where the incoming packet will come from 0/0. This is a simple way to say it’s coming from, or going to, anywhere.

· -d: This tells ipchains that the following (again, usually an address) is the destination (where the incoming packet is destined).

· 172.22.1.2: In our case, this tells ipchains that the destination is the ftpserver.

· -p: This tells ipchains that the following is the protocol type to which the rule applies.

· tcp: In our case, this tells ipchains that the protocol to watch for is TCP.

· -j: This tells ipchains that the following will be applied to the packet. (It actually means jump.)

· DENY: This tells ipchains that we are denying the incoming packet.

Is it that simple? Well, yes and no. You can create a fairly simple ipchain with this knowledge. You know how to deny packets arriving from a certain location that are bound to a certain destination. You can probably deduce that you can alter the above command to reflect:

ipchains -v -A output -s 172.22.1.2 21 -d 0/0 -p tcp -j ALLOW

and you'll allow outgoing FTP packets. How did we modify this chain? The first thing we did is change input to output (therefore changing this from an input to an output chain; it will now only apply to outgoing packets). The next modification we made was that the source changed from 0/0 (anywhere) to 172.22.1.2 (our ftpserver). Next, you will notice that we appended a space and the number 21 after the source address. This number represents the port we are specifying, in this case 21 for FTP. The next change was that the destination moved from 172.22.1.2 (ftpserver) to 0/0 (anywhere). By changing to the destination in this manner, we are effectively saying that the FTP server can FTP packets anywhere it wishes (or anywhere that will allow it). The final change was to move DENY to ALLOW. That final change should be self-explanatory.

With these changes in mind, you should be able to write ipchain rules till the proverbial cows come home. But we can make things much simpler with policies.

An ipchain policy is, for all intents and purposes, a catchall rule that applies to all packets that fit a user-defined state. Let's say, for instance, that you want your FTP server to be able to send any packet it wants out. You could write an ipchain rule (or rules) for this, but why, when you can establish its POLICY. So let's say you do want to allow all packets going out of ftpserver. You could create an output policy (on the ftpserver) with one simple rule:

ipchains -v -P output ALLOW

and you will have free-flowing IP packets going out of ftpserver. Now, the good thing about this is that you can establish a policy and then break it one rule at a time. How? Let's say you want to allow all output packets EXCEPT telnet. (That'd be smart.) With your output policy in place, all you would have to do is have one single rule, such as:

ipchains -v -A output -s 172.22.1.2 23 -d 0/0 -j DENY

and telnet (port 23) would no longer be available on ftpserver.

The policy statement becomes really handy in making sure you block incoming traffic. Let's say you don't want anyone sending anything into ftpserver. For this, you would create an input policy like so:

ipchains -v -P input DENY

and BLAM! No one can send any packets. (Well...I shouldn't say no one—there is always someone who can crack anything.)

Now what we are going to do is put our (very) basic knowledge into a simple script. By putting your ipchain rules into a script, you do not have to type in all those commands every time you reboot your machine. Within this script, we'll also make a bit more magic that I'll explain now.

The ipchains script we are going to write is a shell script that can be executed by root only. Our minimal ipchains script will look like this:

#!/bin/sh
#
# ip_chains_script
# V. 2.0 June 8, 2001

# FLUSH AND ZERO
ipchains -v -F input
ipchains -v -F output
ipchains -v -Z input
ipchains -v -Z output

# SET POLICY
ipchains -v -P input DENY
ipchains -v -P output ACCEPT

# ALLOW INCOMING FTP REQUEST FROM INTERNAL NETWORK
ipchains -v -A input -d 172.22.1.2 21 -s 172.22.1.0:244 -p tcp -j ALLOW

# DENY OUTGOING TELNET REQUESTS
ipchains -v -A output -s 172.22.1.2 23 -s 0/0 -p tcp -j DENY

echo "end of firewall script"
#end of file

To run the above script, you need to give it executable permissions with the command chmod u+x ipchains_script (assuming you named it ipchains_script). Once you've given it permission to execute, cd to the directory you saved it in and run the command ./ipchains_script (as root, of course) and you should see output indicating its success.

Now, as you can see, there is one section that we never explained. The FLUSH AND ZERO section, basically, flushes out older ipchains and zeros their byte counters. The act allows you to, for all intents and purposes, start from ground zero with your ipchains.

Now you have a very basic knowledge of ipchains. That's all I am going to give you; otherwise, you might rely solely on this primer for security, and that, my friend, just won't do. There are a number of good resources for learning Linux firewalling. One such example is the Linux Firewalls book by Robert Ziegler (published by New Riders, ISBN: 0735709009).

ipchain configuration tools

Your Linux server comes with a very simple tool that allows you to configure your ipchains quickly and painlessly. From the main GNOME menu, navigate through Programs | System and select firewall-config. When this tool opens, it will look like Figure F.

Figure F


The firewall-config tool allows you to personalize ipchain rulesets.

What this tool allows you to do is add, remove, modify, activate, and deactivate various ipchain rules. When you click on New, you see a window like Figure G.

Figure G


Entering a new ruleset is as simple as point, click, and type.

Figure G shows how simple it is to enter an ipchains with the firewall-config tool. By entering (or selecting from the drop-down menus) the Source, Destination, Protocol, Chain, Action, and (if applicable) Redirect Port, you can quickly begin setting up your own ipchain rulesets. As you configure ipchains with this tool, it writes to the /etc/sysconfig/firewall file. Because of this, you can also manually edit this file to your liking (although I doubt you would be doing much manual editing—this tool is pretty encompassing).

The only downfall of this tool is that it lacks the ability to write an output chain. Although on a home system this is fine, on an enterprise-level system (where you may not want users to be able to send out through certain ports) this is not the best method of writing an ipchain.

There are a number of other firewall tools that work with ipchains. My favorite is a simple GUI called Firestarter. This tool is very self-explanatory. You can download the rpm file and, within minutes, have a fairly strong firewall up and running.

	Warning

There is no good firewall like the one carefully planned and designed. I cannot stress enough how important it is to learn this technique (even though soon Linux will be making the switch to iptables). Creating a firewall script by hand is the most reliable and effective means of network security because you have complete control over what happens (or what does not happen).


ipmasquerading

We're not talking Mardi Gras here. Think Network Address Translation (NAT). We have set up (in our example) a small private network using the 172.22.1.x IP scheme. This is fine for use internally. But what if your machines need to reach the external world? How do they do that? Simple. For our setup, we will assume that the machine with the internal IP 172.22.1.1 is our mainserver (in fact, we've even labeled it so) and will handle all connections to the outside world. How this works is simple: You have your mainserver with two network interface cards (NICs). The first network card (eth0) will handle all external networking. This device (eth0) will have an IP address given to you by your service provider. The second device (eth1) will handle all internal traffic and have the IP 172.22.1.1.

The first step toward ipmasquerading is to set up (with ipchains) your mainserver’s ability to masquerade the proper IP addresses. To do this, we are going to add a couple of lines in our mainserver's ipchains_script. These lines look like:

echo 1 > /proc/sys/net/ipv4/ip_forward
ipchains -A forward -s 172.22.1.0/255.255.0.0 -j MASQ

	All addresses?

For our example, we are allowing all IP addresses on our private subnet. Depending on the size of your network, this line will change.


Once we've added this line (and run the script) we are ready to configure our clients. The only configuration you need to do for ipmasquerading is configuring each client's gateway to reflect the IP address of the internal network device of the server handling the external network and enter the DNS numbers for your service provider. In our example, we will configure all of our clients' gateways to 172.22.1.1 and we will configure DNS to reflect that being used by our provider. Once this is complete, you can restart networking with the command /etc/rc.d/init.d/network restart and you should be able to get to the outside world from each of your clients.

Wasn't that painless?

Remote access

Gaining remote access into a Linux network is simple—so simple you wouldn't believe it to be true. Gaining remote access to a Windows network can be made to be simple. Gaining secure remote access into a Linux network is equally as simple. Gaining secure remote access into a Windows network, well, now you're talking certifications, classes, degrees, and a mountain of patience.

Fortunately, we're dealing with a Linux network here, and your Linux server, out of the box, is ready for remote access connections via telnet (although not suggested), secure shell, and a number of other tools. We are going to concentrate on secure shell, primarily because it is the most widely recognized means to remotely access a Linux network and because it is the most secure.

Once your Linux server is set up and networking, you are ready to access your network from the outside world. It's not really that simple, because there are other technologies that can get in your way. Your ipchains script, for example, could keep you from gaining access to your network. For this reason, you will want to have an ipchain rule (on your mainserver, which is where most of your ipchain rules will live) that will allow access from the outside world. To do this, you should have an ipchains input rule like:

ipchains -v -A input -d 172.22.1.1 22 -s 0/0 -p tcp -j ALLOW

Now, understand that this opens up the ssh port to anyone! This may or may not be an option for your network. Should you need to tighten it down a bit, you could dedicate only certain IP addresses that are allowed access to that port. The main issue there is that those needing remote access won't always have the pleasure of owning a static IP address. With that in mind, we'll keep the ssh port open to users.

Because we are keeping the ssh port open to users, we are going to generate pass_keys so ssh will have that extra layer of security. But first, let's talk about ssh in general. From the ssh manpage:

ssh (Secure Shell) is a program for logging into a remote machine and for executing commands on a remote machine. It is intended to replace rlogin and rsh, and provide secure encrypted communications between two untrusted hosts over an insecure network. X11 connections and arbitrary TCP/IP ports can also be forwarded over the secure channel.
ssh connects and logs into the specified hostname. The user must prove his/her identity to the remote machine using one of several methods depending on the protocol version used.
The standard syntax for logging on to a machine with ssh is:

ssh -l USERNAME -v HOST

Should you be using a slower dial-up connection, you can add compression to this command with the -C argument, like so:

ssh -l USERNAME -v -C HOST

So for our example, the user natalee is going to attempt to connect to the mainserver with the command:

ssh -l natalee -v -C mainserver*

	Make sure it’s in /etc/hosts

This assumes that the external IP of mainserver is listed in her /etc/hosts file.


At some point, in the ssh verbose output, you will see:

Enter passphrase for DSA key '/home/natalee/.ssh/id_dsa':

at which point you will have to enter a passphrase that will have been generated by the user. Once the passphrase is accepted, you will see:

debug: read DSA private key done
debug: sig size 20 20
debug: authentications that can continue: publickey,password
debug: next auth method to try is publickey
debug: next auth method to try is password
natalee@mainserver's password: 
where you will have to enter the password of the user. As you can see, this two-level password protection plan makes for a fairly secure environment.

But what about those passphrases? In order to generate a passphrase, a user has to issue the command ssh-keygen –N, which will then ask the user to enter (and reenter) a passphrase.

The only hitch in this system is that if someone tries to get into your system, he or she can bypass the passphrase by entering an incorrect passphrase three times. Once the third attempt fails, it will drop into regular password mode. There is, of course, a way to avoid this “backdoor.” In the /etc/ssh directory lies the sshd_config file, where you can declare that sshd not accept passwords. In effect, the user will have only one way to get into a system, and that will be a user-generated RSA key.

To enable this, open up the /etc/ssh/sshd_config file (in your favorite editor) and change the line:

# To disable tunneled clear text passwords, change to no here!
PasswordAuthentication yes

to

# To disable tunneled clear text passwords, change to no here!
PasswordAuthentication no

and if the user does not have an RSA-generated key (or does not know the key's passphrase), he or she will not be allowed access.

Generating RSA keys and such

Generating an RSA key is actually quite simple. The biggest issues you may come across (as a systems administrator) are making sure that your users understand the directions and that they have followed the correct steps.

In order to generate this key (and its passphrase), you simply have to run the command:

ssh-keygen

which will ask you where you'd like your identity file to be placed, like so:

Generating RSA keys:  Key generation complete.
Enter file in which to save the key (/home/jlwallen/.ssh/identity):

You can press the [Return] key for the default setting (/home/USERNAME/.ssh/identity) or you can choose your path. Unless you have specific configuration or user needs, I suggest you stick with the default.

Once you have generated the user key, you will then be asked to:

Enter passphrase (empty for no passphrase):

After you enter your passphrase (and reenter it for verification), you will then be given a small bit of information. This information will look like:

Your identification has been saved in /home/jlwallen/.ssh/identity.
Your public key has been saved in /home/jlwallen/.ssh/identity.pub.
The key fingerprint is:
62:98:41:0e:f4:96:a4:d0:76:07:66:71:73:e0:b5:c4 jlwallen@willow
[jlwallen@willow jlwallen]$ 

Of course, yours will not say jlwallen anywhere, unless, that is, you choose jlwallen as your username. ;-)

With this newly generated key, you can log on remotely (and safely) to your Linux server without having to worry about passwords. You can use the Pretty Good Privacy (PGP) encryption tool, as well.

Along with simply being able to remotely log in to a machine, you can also send and receive files with OpenSSH via the secure copy (scp) utility. This allows you to copy a file from one host to another via an ssh connection; hence, it's more secure than traditional FTP. The format of the command is:

scp file user@host:/dir

So if the user jlwallen wanted to use scp to copy the file clients.db from his home computer to the mainserver (and place it in /accounts), he would run the command:

scp clients.db jlwallen@mainserver:/accounts

and, so long as he had a working account on mainserver and the alias mainserver was in his /etc/hosts file, the connection would be made, he'd be asked for either his keyword or his passphrase (or both), and the file would be securely copied. Simple as that. Let's say you need to work on that same file, which currently resides on the mainserver. You can get a file with scp by reversing the order, like so:

scp jlwallen@mainserver:/accounts/clients.db /home/jlwallen/

and when you run this command, scp will ask you for your password or phrase (or both) and then get the file for you.

Using ssh from Windows

Like all systems administrators, you are going to have to deal with a multitude of users and a number of different operating systems. Also, you know you are going to have someone using Windows. Fortunately, Robert O'Callahan has created a couple of applications that allow Windows to play in the ssh playground. TTSSH is an extension DLL of the TeraTerm terminal emulator. It's incredibly simple to install (as long as you read the directions) and even easier to use.

The OpenSSH daemon

Like any good Linux networking tool, OpenSSH has a related daemon. The daemon used for OpenSSH is /usr/sbin/sshd and is configured with /etc/ssh/sshd_config. The ssh daemon is started at boot (with rc). The configuration file contains a good number of configuration options. Of all the options in sshd_config, you will want to concentrate on the following:

Table B

	Option
	Values
	Description

	Port
	port number
	Declares the TCP port the daemon should listen to.

	PermitRootLogin
	yes/no
	Declares whether or not to accept root logins.

	PasswordAuthentication
	yes/no
	Do you allow the use of passwords or do you rely on RSA passphrases?

	PermitEmptyPasswords
	yes/no
	Do you allow accounts to have a blank password?

	X11Forwarding
	yes/no
	Do you allow clients to use remote X11 applications via the ssh tunnel?

	AllowUsers
	usernames
	This tells sshd that the listed users are allowed access.

	DenyUsers
	usernames
	This tells sshd that the listed users are denied access.


Although the above listing is not complete, it comprises the most significant of the sshd_config file options.

Networking daemons and the xinetd super-server

In the earlier Red Hat releases (< 7.0), in order to enable or disable a networking service, you simply commented out the entry (for that service) in /etc/inetd.conf. Typical entries in this file looked like:

#login     stream  tcp     nowait  root    /usr/sbin/tcpd  in.rlogind
#exec      stream  tcp     nowait  root    /usr/sbin/tcpd  in.rexecd
#comsat    dgram   udp     wait    root    /usr/sbin/tcpd  in.comsat

and when commented out (lines starting with a # symbol), would disable the service.

This system was very simple but highly prone to security issues, as well as being inflexible. The new system, although startlingly different, changes this altogether! The newer system, based out of the /etc/xinetd.d directory structure, relies on a single file (/ect/xinetd.conf) that looks like:

#
# Simple configuration file for xinetd
#
# Some defaults, and include /etc/xinetd.d/
 
defaults
{
        instances               = 60
        log_type                = SYSLOG authpriv
        log_on_success          = HOST PID
        log_on_failure          = HOST RECORD
}
 
includedir /etc/xinetd.d 

and serves, simply enough, to call upon configured files from the /etc/xinetd.d directory. From the called directory, the application will enable all services that meet these two requirements:

· They have a requisite file in /etc/xinetd.d.

· They are enabled within their requisite file.

The above requirements are what make this newer system both more secure and more flexible.

As you can see, the last line in the above file actually points to the /etc/xinetd.d directory. The xinetd.d directory is a directory that houses small shell scripts that call (and configure) various networking services. The default directory looks like that in Table C.

Table C

	amandaidx
	daytime
	Finger
	ipop3

	ntalk
	time
	Amidxtape
	daytime-udp

	gssftp
	klogin
	pop3s
	swat

	time-udp
	chargen
	echo
	krb5-telnet

	imap
	rexec
	talk
	chargen-udp

	echo-udp
	wu-ftp
	dimaps
	kshell

	rlogin
	telnet
	comsat
	eklogin

	ipop2
	linuxconf-web
	rsh
	tftp


The xinetd.d directory has replaced the less flexible inetd file.

As you can see, there are a number of entries above. Each of the files is actually a configuration file that is used by the xinetd daemon. Why is this more efficient? The primary reason is that instead of having daemons running for each individual service (listed above), you have only one (xinetd) that listens to incoming requests. When a request is received, the xinetd daemon compares the request to the matching file (from the /etc/xinetd.d directory) and, if allowed, starts the service.

Taking a look at one of the above files (telnet), we see:

# default: on
# description: The telnet server serves telnet sessions; it uses \
#       unencrypted username/password pairs for authentication.
service telnet
{
        flags           = REUSE
        socket_type     = stream        
        wait            = no
        user            = root
        server          = /usr/sbin/in.telnetd
        log_on_failure  += USERID
}

The above file consists of the following:

· Comments: Anything preceded by a # symbol

· Service name: Begins with the keyword service
· xinetd arguments: Everything surrounded by braces

Although you would think each configuration file would dedicate itself to configuring the particular service, that is not the purpose of xinetd. Instead, it is a more robust replacement for the inetd system of previous Linux incarnations.

But what can you do with this system? Let's take a look at a service that should be disabled. The talk service allows users to simply talk to each other through port 517. This is an insecure service and should not be enabled.

Within the old Red Hat system (and most other Linux distributions), you disabled these services by commenting out the entry in the /etc/inetd.conf file.

The line:

ntalk   dgram   udp  wait nobody.tty  /usr/sbin/tcpd  in.ntalkd

would then read:

#ntalk   dgram   udp  wait nobody.tty  /usr/sbin/tcpd  in.ntalkd

and the service would be disabled, and the daemon would not be started. With the xinetd system, you see the /etc/xinetd.d/talk file, like this:

# default: off
# description: The talk server accepts talk requests for chatting # with users \
#       on other systems.
service talk
{
        disable                 
= yes
        socket_type       
= dgram
        wait = yes
        user = nobody
        group                   = tty
        server                  = /usr/sbin/in.talkd
}

Notice, in the xinetd argument section, the line disable = yes. This is the key configuration for this system. For each service to run, you only need to do one thing. If you notice in the comments that the default is on and you want that service disabled, you simple add an entry (in the xinetd configuration section of that file) to disable the service. Take the former telnet entry. In order to disable this service, we would add the:

disable = yes

option. Now when a telnet call comes in to the server, it will not run the telnet daemon. Pretty simple, as well as efficient—daemons run only when called!

The one thing you will want to remember is that anytime you make changes to any of the files in the xinetd.d directory (or the xinetd.conf file), you will have to restart xinetd. To restart this super-server, simply run, as root, the command:

/usr/sbin/xinetd

and the super-server will restart.

Log files

Part of your job, as a Linux system administrator, is to keep up with your log files. Keeping on top of these files will do two things: help you to troubleshoot and ensure your system has not been cracked by hackers.

There are a number of log files to take care of (and a host of other log files that are used by various and sundry applications, installed after the basic networking operating system is installed) and that you will find critical:

· /var/log/messages: System messages from syslogd. This log file is a collection point for all system logs. This is the umbrella that catches all log files.

· /var/log/secure: Keeps track of who has logged in to the system (or who has attempted to)

· /var/log/dmesg: Keeps track of the boot-up messages

· /var/log/lastlog: Keeps track of the last time a user has logged in

· /var/log/xferlog: Keeps track of FTP transfers

· /var/log/maillog: Keeps track of sendmail's log

· /var/log/cron: Logs the cron daemon's activity

· /var/log/httpd/access.log: Logs who has been looking at your Web pages

· /var/log/httpd/error_log: Keeps track of HTML access errors

Obviously, there are a good number of log files to deal with. As a network administrator, however, you will want to primarily concentrate on two files: /var/log/messages and /var/log/secure. Between these two files, you will have plenty of information to debug and lock down your Linux network.

Both of these files are formatted in the following way:

[timestamp] [hostname] [subsystem name/PID] [message]

A sample from /var/log/secure would look like:

Jan  2 17:13:35 home sshd[1533]: Connection closed by 172.22.1.2

So as you can see, from the message above, the following apply:

· timestamp Jan 2 17:13:35

· hostname home

· subsystem name/PID sshd(1533)

· message Connection closed by 172.22.1.2

This particular message is saying that on January 2 (at 5:13 and 35 sec), the hostname home's sshd connection was closed by the IP address 172.22.1.2. In plain English—at 5:13, whoever was connected (or attempting to connect) via ssh, from IP 172.22.1.2, was disconnected.

If you take a look at /var/log/messages, you may see something like:

Jan  3 19:23:06 willow PAM_unix[8436]: (su) session opened for user root by jlwallen(uid=500)

The above message is quite helpful to a network (or system administrator). As you can see, the user jlwallen opened an su (root) session at 7:23 on Jan 3. With this type of information available, it is possible to track down possible root intrusions.

Of course, reading log files can be an arduous, and most often, forgotten-about task. There are ways to make this a more dynamic task. Say, for instance, you want to monitor the ongoing log files of four of your major servers. The best plan of attack would be to locate yourself at a central workstation (one that can connect to all the mentioned machines), open up a console window for each of these machines, ssh to each machine from its respective window, and run the command:

tail -f /var/log/messages

and you will see something similar to Figure H. Here, you will see a terminal opened on the server willow that is showing the last 10 entries in the /var/log/messages file. By listing this file with the tail application, you will witness a real-time running update of the last 10 logs made by syslogd (into /var/log/messages). By using this method, you can easily log as many machines as needed from a single point. Simply secure shell into each machine, run this command, and watch the messages fly!

Another nice little trick uses the mail utility and logrotate. If you take a look at the /etc/logrotate.conf file, you will see a line that looks like:

# send errors to root
errors root

This line is sending error logs to the administrator of that system. You can, however, define this to whatever legal e-mail address you wish. The only drawback is that this only handles errors. In order to have the log file itself mailed to you, you will want to add, under the errors line:

mail mailto:email@address.here

Figure H


By keeping a real-time log of incoming connections, network troubleshooting can be much more responsive.

Closing words

Although administering a Linux network is not as simple as a single primer can handle, it is my hope that you now have enough knowledge to get yourself up and running. Although this is only a brief foray into the Herculean world of Linux networking, you will find that information on this topic is widespread and only a URL away. Other resources for Linux network information include:

· TechProGuild: Your favorite source for IT information

· Linux Documentation Project: Documentation for the GNU/Linux operating system

· Linux Network Administrator’s Guide: Published by O'Reilly, ISBN: 1-56592-400-2

· comp.os.linux.networking: USENET newsgroup

to name only a few.

TechRepublic hopes you enjoy your Linux networking experience! Linux popularity is growing exponentially and, after setting up your server, we hope you'll understand why.

Thanks and enjoy!














































Figure C








Setting up a remote printer is as easy as setting up �a local printer.
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The printtool main window allows you to perform a number �of actions, including restarting the printer daemon.





Figure A





The opening netconf screen allows you to navigate through all types of network configurations
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